
Kernels on lists and sets over relational algebra: an
application to classification of protein fingerprints
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Abstract. In this paper we propose a new class of kernels defined over extended
relational algebra structures. The “extension” was recently proposed in [11] and it
overcomes one of the main limitation of the standard relational algebra, i.e. diffi-
culties in modeling lists. These new kernels belong to the class of <-Convolution
kernels in the sense that the computation of the similarity between two complex
objects is based on the similarities of objects’ parts computed by means of sub-
kernels. The complex objects (relational instances in our case) are tuples and sets
and/or lists of relational instances for which elementary kernels and kernels on
sets and lists are applied. These kernels can be considered as being defined over
typed, ordered or unordered trees. The performance of this class of kernels to-
gether with the Support Vector Machines (SVM) algorithm is evaluated on the
problem of classification of protein fingerprints and by combining different data
representations we were able to improve the best accuracy reported so far in the
literature.

1 Introduction

Learning from structured data has recently attracted a great deal of attention within the
machine learning community, [1]. The reason for this is that it is in general hard to
represent most of real world data as a flat table. Recently it has been also realized that
one strength of the kernel-based learning paradigm is its ability to support input spaces
whose representation is more general than attribute-value, [2–8]. The latter is mainly
due to the fact that the proper definition of a kernel function enables the structured data
to be embedded in some linear feature space without the explicit computation of the
feature map. This can be achieved as long as we are able to define a function which is
both positive definite and appropriate for the problem at hand. The main advantage of
this approach is that any propositional algorithm which is based on inner products can
be applied on the structured data.

In [9] we made one step in the direction of bringing kernel methods and learning
from structured data together and we proposed a novel and general framework based
on concepts of relational algebra for kernel-based learning over relational schema. We
exploit the notion of foreign keys to define a new attribute of type set and we use this
attribute to define a tree like structured representation of the learning instances. We
define kernel functions over relational schemata which are instances of <-Convolution
kernels and use them as a basis for a relational instance-based learning algorithm.



One of the main limitations of relational algebra representation as described in [10]
and [9], is that, although it is ideal for modeling sets, it can not naturally model lists.
To tackle this problem we recently proposed in [11] an extension to this representation
language in such a way that it allows for modeling of lists of complex objects (relational
instances). In addition to attributes of type set we define a new type of foreign keys
association that models for attributes of type list. This new representation was used
within the framework of distance-based learning and we exploited these new concepts
for the task of classification of protein fingerprints for which promising results were
reported.

In this paper we propose new kernels over extended relational algebra language
which operate directly on the structures defined in [11]. We extend here the work pre-
sented in [11] in the sense that we define new kernels operating on lists of complex
objects (relational instances in our case). Although many kernels have been recently
proposed for sequences over a finite alphabet (e.g. [4–6]), not much work has been done
in defining kernels over lists of complex objects (with the exceptions of [8, 3]). These
kernels can be also considered as being defined on typed, ordered or unordered trees
where elementary kernels are used to compute the graded similarity between nodes and
kernels on sets or lists are applied to the corresponding subtrees. We report experimen-
tal results on a problem of classification of protein fingerprints for which we were able
to improve the best accuracy reported in the literature.

2 Description of the Extended Relational Instance

Consider a general relational schema that consists of a set of relationsR = {R1,. . . , Rn}.
The schema of a relation Ri is the set of attributes of Ri and we denote it as Ri(A1, . . . ,

Azi
). A tuple (instance), Rij

, of a relation Ri is a particular row in Ri with Rij
=

(vj1, vj2, . . . , vjzi
) and vjl the value of the Al attribute in the Rij

tuple. Each attribute
Al has an associated domain D(Al). An attribute Ak is called a potential key of rela-
tion Ri if it assumes a unique value for each instance of the relation. An attribute Al of
relation Rj is a foreign key if it references a potential key Ak of relation Ri and takes
values in the domain D(Ak) in which case we will also call the Ak a referenced key.
A set link is a quadruple of the form sl(Ri, Ak, Rj , Al) where either Al is a foreign
key of Rj referencing a potential key Ak of Ri or vice versa. To be able to represent
lists we define a list link as a quintuple ll(Ri, Ak, Rj , Al, LIST (Al)) where Ri, Ak,
Rj , Al are defined as before and LIST (Al) is a list of values from D(Al) defining the
order of the elements of the list. The association between Ak and Al encoded in sl and
ll models one-to-many relations: for sl one element of Ri can be associated with a set
of elements of Rj whereas for ll one element of Ri is connected with a list of elements
from Rj

1.
We will call the set of attributes of a relation Ri that are not keys (i.e. referenced

keys, foreign keys or attributes defined as keys but not referenced) standard attributes
and denote it with IA,Ri

. The notion of links is critical for our relational learner since
it will provide the basis for the new types of attributes, i.e. set and list.

1 More generally one element of Ri can be associated with a list which elements are sets of
tuples from Rj .



For a given referenced key Ak of relation Ri we denote by SL(Ri, Ak) the set of
links sl(Ri, Ak, Rj , Al) in which Ak is referenced by foreign key Al of Rj . By analogy
we define the set of links ll(Ri, Ak, Rj , Al, LIST (Al)) as LL(Ri, Ak). By SL(Ri) =
∪kSL(Ri, Ak) we denote the set of all set links in which one of the potential keys of
Ri is referenced as a foreign key by an attribute of another relation. By LL(Ri) =
∪kLL(Ri, Ak) we denote the set of all list links in which one of the potential keys of
Ri is referenced as a foreign key by an attribute of another relation. The multiset of
Rj relations with which Ri is associated via links SL(Ri) and LL(Ri) are the directly
dependent relations of Ri.

Similarly for a given foreign key Al of Rj , SL−1(Rj , Al) will return the standard
link sl(Ri, Ak, Rj , Al) where Ak is a potential key of Ri referenced by the foreign
key Al of Rj . By analogy we define LL−1(Rj , Al). If Rj has more than one foreign
keys then by SL−1(Rj) = ∪lSL−1(Rj , Al) we denote the set of all set links of Rj

defined by the foreign keys of Rj . By LL−1(Rj) = ∪lLL−1(Rj , Al) we define the set
of all list links of Rj defined by the foreign keys of Rj . The multiset of relations Ri to
which Rj is associated via links SL−1(Rj) and LL−1(Rj) are the directly referenced
relations of Rj .

To define a classification problem one of the relations in R should be defined as the
main relation, M . , i.e. the relation on which the classification problem will be defined.
Each instance, Mij

, of the M relation will give rise to one relational instance, M+
ij

,
i.e. an instance that spans the different relations in R. To get the complete description
of M+

ij
one will have to traverse possibly the whole relational schema according to

the associations defined in the schema. More precisely given instance Mij
we create

a relational instance M+
ij

that will have the same set of standard IA,M and the same
values for these attributes as Mij

has. Furthermore each link sl ∈ SL(M)∪SL−1(M)

adds in M+
ij

one attribute of type set. Similarly each link ll ∈ LL(M)∪LL−1(M) adds
in M+

ij
one attribute of type list. The value of an attribute of type set (list) is defined

based on the link sl (or ll) and it will be the set (list) of instances with which Mij
is

associated in some relation Rj when we follow the link sl (ll). We will denote Isl,Ri

and Ill,Ri
the set of attributes of type set and list, respectively. These instances (actually

relational instances) are retrieved by a simple SQL query. By recursive application of
this procedure we obtain the complete description of the relational instance M+

ij
.

We should note here that the relational instance M+
ij

can be seen as a tree like
structure whose root contains Mij

. Each node at the second level of the tree is an in-
stance from some relation Ri related via a links from SL(M)∪SL−1(M)∪LL(M)∪
LL−1(M) with instance Mij

. In the same way nodes at the d level of the tree are also
instances from a given relation. Each of these instances is related with one of the in-
stances found in nodes of the d − 1 level. To limit the size of the resulting tree and to
make the computation of our algorithm less expensive we sometimes prune the tree to
a specific depth, d.

The resulting tree is typed (i.e. each node is of a given type determined by one of
the relations within the relational schema). Defining only set links we obtain unordered
1-level subtrees (i.e. the order of instances appearing as children of a given node is not
important) whereas defining only list links we obtain ordered 1-level subtrees (i.e. the
order of instances appearing as children is important).



In the next Section we define kernels operating on this type of relational structures.
More details on relational algebra representation can be found in [10].

3 Kernels

A kernel is a symmetric function k : X ×X → R, where X is any set, such that for all
x, y ∈ X , k(x, y) =< φ(x), φ(y) > where φ is a mapping from X to a feature space
Φ embedded with an inner product (denoted as < ., . >), actually a pre-Hilbert space.
Besides of viewing them as inner products, kernels are also presented in the literature
as measures of similarity, in the sense that k(x, y) is “large” if x and y are similar.

The definition of kernels does not require that the input space X be a vector space
– it can be any kind of set which we can embed in the feature space Φ via the kernel.
This property allows us to define kernels on any kind of structures that will embed these
structures in a linear space. The attractiveness of kernels lies in the fact that one does not
need to explicitly compute the mappings φ(x) in order to compute the inner products
in the feature space.

Examples of kernels defined on vector spaces are the polynomial kernel kPp,a
(x, y)

= (<x,y>+a)p√
(<x,x>+a)p

√
(<y,y>+a)p

where a ∈ R, p ∈ N+ and the Gaussian RBF kernel

kGγ
(x, y) = e−γ‖x−y‖2 where γ ∈ R

+. This two kernels are the ones we are going to
use in our experiments.

3.1 Kernels on extended relational instances

In this Section we will introduce a new class of kernels over extended relational alge-
bra structures which are instances of the <-Convolution kernels, [2], and are based on
kernels introduced in [9].

In order to define these kernels we recall from Section 2 that a given relation Ri is
divided into three parts: IA,Ri

, Isl,Ri
, Ill,Ri

, which denote set of standard attributes,
set of attributes of type set and set of attributes of type list, respectively. A relational in-
stance Ria

is Ria
= (vaIA,Ri

, vaIsl,Ri
, vaIll,Ri

), where vaIA,Ri
= (va1, . . . , va|IA,Ri

|)
is the vector of standard attributes and vaIsl,Ri

= (vs1, . . . , vs|Isl,Ri
|) and vaIll,Ri

=
(vl1, . . . , vl|Ill,Ri

|) are vectors of attributes of type set and list.
Given this formalism we defined the direct sum kernel obtained by exploiting the

fact that the direct sum of kernels is itself a kernel, [12], which would give the following
kernel on the set X (if |IA,Ri

| 6= 0):

kΣ(Ria
, Rib

) = ks(vaIA,Ri
, vbIA,Ri

) +
∑

l∈Isl,Ri

Kset(val, vbl)

+
∑

l∈Ill,Ri

Klist(val, vbl)
(1)

where ks(., .) can be any type of elementary kernel defined on the set IA,Ri
of the

standard attributes of Ri and Kset(., .) and Klist(., .) are kernels between sets or lists,
respectively. If |IA,Ri

| = 0 then the kernel defined over standard attributes vanishes



and we obtain kΣ(Ria
, Rib

) =
∑

l∈Isl,Ri
Kset(val, vbl) +

∑

l∈Ill,Ri
Klist(val, vbl). It

is obvious that the value of KΣ(., .) is affected by the number of attributes that are of
type instance-set since it contains a sum of kernels defined on these attributes. If we
were working with a single-table propositional problem that would not pose a problem.
However in the multi-relational context this is a problem since the kernel on the main
relation is based on recursive computations of kernels in relations at the next levels
which can have varying |Isl,Ri

| and |Ill,Ri
|. In order to factor out that effect among

different relations we use a normalized version of kΣ (if |IA,Ri
| 6= 0) defined as:

KΣ(Ria
, Rib

) =
kΣ(Ria

, Rib
)

1 + |Isl,Ri
| + |Ill,Ri

| (2)

If |IA,Ri
| = 0 we have KΣ(Ria

, Rib
) =

kΣ(Ria ,Rib
)

|Isl,Ri
|+|Ill,Ri

| . The resulting kernel is a valid
kernel since 1

1+|Isl,Ri
|+|Ill,Ri

| > 0 ( 1
|Isl,Ri

|+|Ill,Ri
| > 0).

To complete the definition of the kernel on the relational structure in the next two
Sections we will define kernels over sets (Kset(., .)) and kernel over lists (Klist(., .)) of
relational instances. The computation of the final kernel is based on recursive alternating
applications of KΣ(., .) and kernels Kset(., .) and Klist(., .).

3.2 Kernels over Sets

Kernel over sets can be easily derived by the definition of<-Convolution kernels from [2],
so that we obtain:

Kset(val, vbl) =
∑

vx∈val,vy∈vbl

KΣ(vx, vy) (3)

where KΣ(., .) is the direct product kernel defined above and val = {vx} ⊆ Ri and
vbl = {vy} ⊆ Ri are attributes of type set. The kernel from equation 3 is refereed as
the Cross Product Kernel.

We also normalized the above defined kernel before its use within the algorithm
to avoid the situation when sets with larger cardinality will dominate the solution. We
applied the Averaging normalization method so that we obtain

Knorm
set (val, vbl) =

Kset(val, vbl)

|val||vbl|

where |val| = |{vx}| denotes the cardinality of the corresponding set.

3.3 Kernels over Lists

To define kernels over lists we use a modified version of the Contiguous Subtree Kernel
from [8] and a specialized version of the kernel for general basic terms defined in [3].
Before defining the former we first introduce some helpful notation according to [8].
Lets denote by i a sequence i1 ≤ i2 ≤ · · · ≤ in of indices; we say that i ∈ i if i is



one of the sequence indices. We denote with l(i) the length of a sequence i. For a given
attribute, val of type list val[ik] is its k element.

The modified version of the Contiguous Subtree Kernel which we will call the Con-
tiguous Sublist Kernel is defined as:

Klist1(val, vbl) =
∑

i,j,l(i)=l(j)

λl(i)
∑

s=1,...,l(i)

KΣ(val[is], vbl[js]) (4)

where val and vbl are attributes of type list, the subsequences i and j are assumed to be
contiguous and 0 < λ < 1 is a parameter penalizing longer subsequences. A slightly
more general kernel is proved in [8] to be a valid kernel. [8] has also shown that this
kernel to be computable in O(mn) where m and n are the lengths of the lists val and
vbl respectively.

The other kernel on lists we experimented with is a specialized version of the kernel
over basic terms from [3]. This kernel can be written as:

Klist2(val, vbl) = m +

m
∑

s=1

KΣ(val[is], vbl[is]) + n (5)

where m = min(l(val), l(vbl)), i.e. the length of the shortest list, and n = 1 if the lists
are of the same length and 0 otherwise. This kernel in more general settings is proved
to be a valid kernel in [3]. The similarities of these kernels to their original versions are
described in Section 6

Here again the normalization of the resulting kernel is necessary so that longer lists
will not dominate the solution. The normalization of the kernel over lists from equa-
tion 4 amounts to the standard unit norm normalization of examples in the correspond-
ing kernel feature space, i.e.

Knorm
list (val, vbl) =

Klist(val, vbl)
√

Klist(val, val)klist(vbl, vbl)

where Klist is Klist1 or Klist2.
The kernels from equation 4 and 5 are related to each other in the sense that they

apply to the same kind of data. However the underlying notion of similarity of the
Contiguous List Kernel and the kernel from [3] is different. In the former the overall
similarity is measured by sum of the mutual similarities of all the (consecutive) sublists
of the same length. The similarity between the sublists are computed by means of other
kernels. On the other hand the kernel from [3] only takes the longest common contigu-
ous sublist at the start of the two sublists into account. In that sense the former takes a
more “global” view.

3.4 Relational kernels as kernels over trees

We already mentioned in the Section 2 that a relational instance can be considered as
a tree-like structure where each node is one tuple from one of the relations that are
part of the description of the relational instance and connections between nodes are



determined by the foreign key associations defined within the relational schema. This
makes the relational kernel a kernel over trees. The input trees are typed which results
in the definition of a graded similarity. The similarity of nodes of different type, i.e.
nodes coming from different relations, is zero. The similarity of nodes of the same type
is determined on the basis of the attributes found on the relation associated with the
given type. Following set links we obtain unordered 1-level subtrees (i.e. the order of
instances appearing as children of a given node is not important) whereas following
list links we obtain ordered 1-level subtrees (i.e. the order of instances appearing as
children is important).

4 Experiments

We checked the performance of the SVM algorithm, [12], with our relational kernels on
a protein fingerprint classification problem. Protein fingerprints are groups of conserved
motifs (regions) drawn from multiple sequences alignment that can be used as diagnos-
tic signatures to identify and characterize collections of protein sequences, [13]. These
fingerprints are stored in the PRINTS database, [14], after time-consuming annotation
by domain experts who must first determine the fingerprint type. Broadly speaking,
fingerprints may be diagnostic for a gene family or superfamily (united by a common
function), or a domain family (united by a common structural motif). Here we attempt
to build classifiers based on information drawn from the fingerprints’ component motifs
and protein sequences (from the SWISS-PROT database). We are therefore confronted
with a multirelational learning problem, which can be addressed most naturally using a
relational approach. Our approach will be different from the one presented in [13] since
there the task representation is propositionalized by aggregating protein and motif char-
acteristic over a fingerprint.

We modeled this data in the following way: the “fingerprints” (main) relation with
global characteristics of the instances is associated through an one-to-many relation
with the “motifs” relation. Additionally there is a number of relations with aggregated
information about proteins (actually proteins IDs) associated with the main relation
using one-to-one relations.

Fingerprints are globally characterized by (among others) number of component
motifs and proteins. The coherence of a fingerprint is expressed by the proportion of
protein sequences that match all or only a part of the motifs in the fingerprint. Finger-
prints are also described by the relative frequency of SWISS-PROT IDS in the set of
constituent proteins.

Individual motifs are characterized by their size and conservation. The size is ex-
pressed by the number of amino acids (length) and number of proteins sequences (depth).
A motif’s depth is used to compute its coverage i.e., the fraction of protein sequences in
the fingerprint that match the motif. The conservation was encoded by motif’s entropy
averaged over the entropies of its individual columns and normalized by the number of
sequences. The other way to measure the motif’s conservation is to use domain knowl-
edge about similarity between residues which has been codified in substitution matrices.
Here we used the Blosum substitution matrices and we computed a motif’s blosum score
by averaging over the blosum scores of its individual residues.



The last source of information are protein sequences and more precisely their SWISS-
PROT/TrEMBL labels or accession numbers. Here we use these codes to retrieve the
SWISS-PROT entry for a given protein. We focus on SWISS-PROT’S CC similarity
field, which often contains information about the family membership of a protein. In-
stead of boolean value indication the presence or absence of the specific value in this
filed we use the proportion computed over the proteins constituting the fingerprint. Be-
sides of that the SWISS-PROT ID field itself is particularly informative be virtue of its
structure. It is composed of two parts separated by an underscore: the left hand side
(LHS) and the right hand side (RHS). Here we use four set of features based on the
SWISS-PROT ID: (1) the majority score defined as the proportion of LHSS sharing the
most frequent common root of 1-4 characters, (2) entropy averaged over the first 1-4
characters of the LHS, (3) fraction of proteins whose LHS length is greater than 3-4
characters , and (4) majority score and entropy, but computed over the RHS as a whole.
Features computed on the basis of these labels can be considered as statistics computed
on the set of proteins and hence they can be stored in the “fingerprints” relation. How-
ever, keeping them in separate tables provides us a way to treat a missing values which
is the case here since not all proteins have an SWISS-PROT entry. More information
about different attributes in different relations can be found in [13].

We also defined three different data representation based on combinations of the
two different types of link associations defined in Section 2. First, we assumed that
each instance from the “fingerprints” relation is associated with a set of instances from
the “motifs” table. In the second approach we assumed that the order in which motifs
appear along the sequence of amino acids is important i.e. we assumed that each in-
stance from the “fingerprints” relation is associated with a list of motifs. This approach
is justified by the fact that a motif is basically a multiple sequence alignment with a
number of conserved regions so there exists an intrinsic notion of order (along protein
sequences). For this representation we apply the kernel over lists defined in Section 3.3.
In the third approach we combine the two previous representations: an instance from
the “fingerprints” relation is associated both with the set and list of instances from the
“motifs” table.

We estimate accuracy using ten-fold cross-validation and control for the statistical
significance of observed differences using McNemar’s test (sig. level=0.05). We also
establish a ranking schema of different relational kernels, based on their relative per-
formance as determined by the results of the significance tests, as follows: in a given
dataset if set or list distance a is significantly better than b then a is credited with one
point and b with zero points; if there is no significant difference then both are credited
with half point.

We follow the experimental procedure reported in [13], i.e. out of 1842 fingerprints
records 1487 cases were used as the design set (as training and validation sets for the
algorithms). The rest (355 cases) was held out for blind testing of the training models.

In all experiments we limited ourselves to normalized polynomial kPp,a
(., .) and

Gaussian RBF kGγ
(., .) elementary kernels. Here we give results for p = 2, a = 1

(kPp,a
(., .)) and for γ = 0.1 (kGγ

(., .)) since for these parameters we obtained the
best cross-validation results on the training data. For attributes of type lists we use the
Contiguous Sublist Kernel from equation 4 (where the λ parameter was set to 0.5) and



the kernel from [3] (equation 5). We also explored the behavior the SVM with the C = 1
complexity parameter. Results are presented in table 1.

Table 1. Accuracy and rank results on the protein fingerprints dataset using the 10-fold cross-
validation and on the independent test set. The dataset is modeled using only sets, only lists and
both sets and lists.

Elementary kernel 10-fold CV test set
SETS

kPp=2,a=1
85.08 (4.5) 84.22

kGγ=0.1 83.66 (1) 81.97
LISTS
Contiguous Sublist Kernel

kPp=2,a=1
85.88 (5.5) 86.08

kGγ=0.1 83.59 (1) 83.86
Kernel from [3]

kPp=2,a=1
85.61 (5) 86.01

kGγ=0.1 83.86 (1) 84.13
SETS AND LIST

Contiguous Sublist Kernel
kPp=2,a=1

87.63 (8.5) 87.35
kGγ=0.1 86.01 (5.5) 83.99

Kernel from [3]
kPp=2,a=1

86.75 (7.5) 86.35
kGγ=0.1 85.81 (5.5) 73.3
Best results from [13] 85.91 85.92
Def. Accuracy 54.4

5 Results

To compare the different data representations we fix a submodel and average the ranks
of Klist (or Kset), kP and kG, ignoring their parameter settings. The average ranks for
the models where motifs are represented as sets or lists are 2.75 and 3.125, respectively,
whereas for the third model (instances from the “fingerprints” relation are associated
both with the set and list of motifs) the average rank is 6.75. We can see that there is
a clear advantage in terms of predictive performance of the third model over the two
other models. On the other hand the model based only on lists slightly outperforms the
one based only on sets.

We also made a comparison in terms of predictive performance between the two
different kernels on lists defined in Section 3.3. For the Contiguous Sublist Kernel from
equation 4 the rank averaged over the second and the third data representations (i.e.
motifs modeled as lists and both sets and lists) is 5.125 whereas for the kernel from
equation 5 the corresponding value is 4.75. This means that for protein fingerprints the
kernel from equation 4 outperforms the one from equation 5.



Here the best results are obtained for the kP elementary kernel (where p = 2, a = 1)
together with the Contiguous Sublist Kernel and where the third representation of the
data is used. The estimated cross-validation accuracy is 87.63 % whereas the holdout
accuracy is 87.35 %. This represents an improvement over the best accuracy previously
reported ( [13]) by 1.35 % where the statistical significance of observed differences
was checked using McNemar’s test (sig. level=0.05). On the other hand our relational
kernel gave state-of-the-art results with standard elementary kernels which indicates
that there is space for improvement if more elaborate elementary kernels better suited
for the problem at hand are used.

The best result from [13] was achieved for the SVM learning algorithm with the
Gaussian kernel (γ = 0.05 and C = 90) on a set of attributes selected by the ReliefF
feature selection method. The estimated cross-validation accuracy was 85.91 % whereas
the holdout accuracy was 85.92 %. This was a result of an extensive experimentation
with different aggregation of the data and with a large number of learning algorithms
and feature selection methods.

6 Related work

Several kernels have recently been proposed for lists (mainly sequences over a finite
alphabet), trees (mainly labeled and ordered trees) and complex structures in general.

The most relevant kernel in our context is the R-Convolution kernel from [2]. To
our best knowledge our kernel is the first time the original R-Convolution kernel, [2],
was applied to the type of relational structures we considered here.

[3] proposed a framework that allows the application of kernel methods to differ-
ent types of structured data e.g. sets, trees, graphs, lists. The representation formalism
used was that of typed λ-calculus. The representation framework allows for the mod-
eling of arbitrary complex objects which however is not at all a trivial task. Under this
framework the authors explicitly defined kernels on sets and multisets. In [3] elemen-
tary (atomic) kernels are defined for each attribute separately, while our kernel assumes
elementary kernels defined on the level of relations thus treating relations as indivisible
objects. In [3] a kernel over tuples of objects is always defined as a direct sum of its
constituent parts whereas in our framework one is able to use either the direct sum ker-
nel or the R-Convolution, which have different representational powers. Finally in [3]
only the cross product kernel can be used to define kernels on sets whereas under our
framework any valid kernel on sets can be used.

The kernel described in [7] can be considered as specialized R-Convolution kernels
where instances are considered to be labeled ordered directed trees. The idea of this
kernel is based on the notion of a number of common subtrees in a tree i.e. the kernel
function is the inner product in the space which describes the number of occurrences of
all possible subtrees. There are many differences between our kernel and kernel defined
in [7]. First the trees considered in the latter are labeled trees, i.e. each node is char-
acterized by a discrete label so two nodes are either the same or different, there is no
graded similarity. In our case however nodes are not labeled but typed which results in
the definition of a graded similarity. Second the trees in [7] are ordered whereas in our
case the input trees can be both ordered and unordered.



Although many kernels have been recently proposed for sequences over a finite
alphabet (e.g. [4–6]), not much work has been done in defining kernels over lists of
complex objects. The exceptions are kernels described in [8, 3], variants of which are
proposed in Section 3.3. The main difference between the Contiguous Sublist Kernel
from equation 4 and the Contiguous Subtree Kernel from [8] is that the latter uses an
additional user defined matching function whereas for the trees we consider, the type of
a node determines whether two nodes are matchable or not. In other words we obtain the
same “matching” functionality by splitting given data into separate relations. The other
difference is that kernels from [8] are highly specialized for the task of information
extraction where the instances are shallow parse tress (i.e. ordered trees where nodes
are labeled with vectors) whereas our kernels are not domain-specific and can be used
for any classification problem. The kernel from equation 5 is a direct application of a
kernel over basic terms defined in [3]. The main difference is that the kernel proposed
in [3] was applied only for sequences over a finite alphabet (with matching kernel for
sequences’ elements) whereas we extended it to more complex structures.

7 Discussion and Future Work

Bringing together kernel methods and structured data is an important direction for prac-
tical machine learning research. In this paper we proposed a new class of kernels which
extends our previous work presented in [10, 9, 11] in the sense that these kernels are de-
fined over a richer representation language. Contrary to most of the previous relational
approaches that rely on different forms of typed logic our approach builds on notions
of (extended) relational algebra. Thus we cover what we see as an important gap in the
current work on multirelational learning bringing it closer to the database community.

Our kernel functions can be considered as instances of the R-Convolution kernel in
the sense that we define a kernel on a composite object by means of subkernel on the
parts of objects. These subkernels are elementary kernels and kernels over sets and lists
where sets and lists are composed of relational instances. On the other hand our kernels
could be also seen as being defined over typed and both ordered and unordered trees.
Since in other areas of computational biology many problems can be described using
similar structures we believe that our kernel could also useful there.

Central to the whole approach was the definition of appropriate kernels on the at-
tributes of type set and of type list. We believe that there is still a lot to be gained in
classification performance if more refined kernels are used for these types of attributes.
For sets we have followed a rather simple approach where the kernel between two sets
was simply the sum of all the pairwise kernels defined over all the pairs of elements
of the two sets. A more elaborate approach would take into account only the kernels
computed over specific pairs of elements based on some mapping relation of one set
to the other defined on the feature space. Also more elaborate kernels over lists, more
suited for the task of classification of protein fingerprints, are to be defined.

Extensive experiments on the protein fingerprints dataset show that the advantage
of relational SVM (where the new relational kernels are used) over propositional one
in terms of accuracy is clear. On the other hand using the relational approach makes
it easer to preprocess the data before applying the algorithms since the data itself has



a clear relational representation. Perhaps the biggest remaining challenge here is that
of bringing more discriminatory information to bear on the classification of protein
fingerprints. One possible direction we are going to investigate to mine the biological
literature to gather fresh insights on the 12.5 % of protein fingerprints that currently
defy classification.
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